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Joseph Aldy: 

Welcome to the Regulatory Policy Seminar. I'm Joe Aldy, the Faculty Chair of the Regulatory Policy 
Program and the Mossavar-Rahmani Center for Business and Government at the Harvard Kennedy 
School. Let me open with a few reminders regarding the logistics of our online seminar. We are 
recording this seminar and we will post it online. So if you know someone who is interested, but could 
not attend to talk live. Please let them know that they can access the seminar at the M-RCBG YouTube 
channel. And I'll put this in the chat box for you in a few minutes. You can also remind friends and 
colleagues to register for Zoom links for each seminar at the RPP web page. And I'll also put that URL in 
our chat box. Today we will take questions through the Q&A function in Zoom. So please click on Q&A at 
the bottom of your Zoom screen, where you can type out your questions. At the end of the speaker's 
presentation, I will take the questions and pose them to him. 

Joseph Aldy: 

We are thrilled to have return to the Regulatory Policy Seminar, our old friend, Michael Fitzpatrick. 
Who's here to present his talk on challenges and opportunities of artificial intelligence and digital policy 
over the next decade. Michael is Head of Global Regulatory Affairs at Google. And leads Google's 
Regulatory Affairs Center of Excellence. He focuses on all aspects of digital policy and regulatory process, 
including artificial intelligence and content moderation. Prior to joining Google for almost eight years, 
Michael served as the Head of Regulatory Advocacy at General Electric, where he was a member of the 
Global Government Affairs and Policy Senior Leadership Team. And coordinated GEs advocacy on issues 
involving energy and environmental issues, rail, aviation, healthcare, AI, additive manufacturing, 
spectrum, and commercial drone regulation. 

Joseph Aldy: 

GE covers a lot of parts of the economy, which means they cover a lot of the federal regulatory space. As 
you know, because we've had the pleasure of having Michael join us before, he also served for three 
years in the Obama Administration as the Associate Administrator of the Office of Information and 
Regulatory Affairs at OMB. So he served as [inaudible 00:02:02] number two official. He helped the 
Obama Administration in the development of regulatory policy and in the coordination of White House 
review of significant executive branch regulatory actions. Michael, welcome back to the Regulatory 
Policy Seminar. 

Michael Fitzpatrick: 

Thank you, Joe. It's a pleasure to be here. I know everybody's been having a boring, relaxing week with 
nothing going on. So I'm glad to act as a little bit of a diversion to all of that boredom and inactivity. 
Listen, I'm here to talk about an issue that I think based on the interest in this conversation, which I 
think has more to do with the topic than with me. Is something that is front and center of people's 
minds in policy-making. And that is how do we handle artificial intelligence, which is developing quickly, 
it's scaling in our lives in a whole host of ways. And I think it is an area that we all acknowledge requires 



 

 

some careful smart and intentional policy-making. So that we can really seize the social and economic 
benefits of AI, but adequately address concerns, harms, externalities. 

Michael Fitzpatrick: 

And this is a challenge. That's part of the challenge in the title here because it is a complex, rapidly 
evolving technology. And it's going to require some new thinking in terms of regulatory approaches. But 
I think more than a challenge, it's really a big opportunity for the world. Because for those of us who are 
regulatory geeks, and I count myself proudly as one. I think Joe is at least, at least an amateur geek, if 
not a professional regulatory geek. There are very few times in one's career where you can see a 
greenfield opportunity to really build regulatory policy around something new. 

Michael Fitzpatrick: 

So often we're trying to adjust to evolutions within existing technology spaces or industrial activities, et 
cetera. And it's more of an incremental approach. But I think there are relatively rare examples of where 
there's a new technology. It's rapidly evolving. It's coming on the scene quite quickly. And there's a 
broad acknowledgement that, Hey, we're going to have to architect some policies to address this. But 
we have flexibility to do it, because there's not a calcified Baroque regulatory structure that's already 
built up around that. That's a huge opportunity because that gives you the flexibility to iterate into 
regulatory approaches in ways that you don't always have. 

Michael Fitzpatrick: 

So let me talk a little bit, I'm going to break this up into a couple pieces and then I want to have ample 
time for Q&A. But I want to first talk about the global environment in terms of AI policy, what's 
happening around the world. And then I want to talk a little bit about what I think is a smart approach to 
regulating AI and I'm happy to be challenged and questioned. But I think it's at least a start in the 
conversation. And I've passed on to Joe a white paper that's public that we produced that lays out our 
vision of what we call a responsible AI regulatory framework. 

Michael Fitzpatrick: 

So first let me say that we are rapidly moving globally into the era of AI principles to AI policy and you've 
seen that shift over the last 12 months. There was a lot of activity globally in 2017 and '18 and '19, both 
inside of technology companies and in governmental entities. To set out a variety of principles that I 
would say roughly congeal around a concept of responsible AI. Ethical AI, human-centric AI trustworthy 
AI. And that's good because I think it created some consensus and group-think around what are the key 
values that we want to make sure that we preserve and endorse when AI is being developed and when 
AI is being used? 

Michael Fitzpatrick: 

Google's principles were, I think industry leading, they came out a couple years ago. You can Google 
them and they'll pop up quickly. I think noteworthy among them is that we were, and I think maybe still 
are one of the only companies to actually state in our principles things that we will not do. Things we 
will not develop AI around. So we both have proactive principles, but also negative principles, things 
that we will avoid. And these principles guide our internal development of AI technology. We actually 
have a robust process inside the company to vet new technology developments that involve AI against 
these principles. And to think them through and to challenge ourselves before we even try to 
commercialize them. 



 

 

Michael Fitzpatrick: 

But now we've moved beyond that. Now we've got governments globally, really grappling with 
questions of how do we make policy around AI? How do we make policy around AI so that we can 
ensure that we maximize net benefits and protect the public in terms of private sector use of AI? And 
also how are we going to use AI as governments? Which presents really sticky questions, I think, and 
challenges. So what do we see in 2020? What we see are countries all around the world, engaging in 
various forms of AI policy-making. 

Michael Fitzpatrick: 

I'll just go down a list and I'm not going to dwell on each of these because we don't have time. But 
Canada is engaged right now. Brazil is engaged. Colombia, Singapore, Israel, Japan. You have horizontal 
approaches that are developing in Korea with the basic act in India. And then you have the mother of all 
horizontal proposals coming out of the AU, the AU White Paper on AI. Which I will talk a little bit more 
about because it is one of the centers of gravity in terms of global AI policy-making. And it's very much a 
EU appropriate approach. It's very horizontal coming out of Brussels and it's quite precautionary at least 
in its early conceptions., But we'll get to that in a moment. 

Michael Fitzpatrick: 

In the U.S., you have another important center of gravity in the OMB AI memorandum, which came out 
in January. Again, you can look it up online. I thought it was actually an excellent piece of proposed 
policy. We commented on it publicly. Again, comments were public for both the EU and AI from 
Google's perspective. But that has not yet been finalized. I understand after repeated pings into the 
White House, that it is in the final stages of clearance. There was even a Wall Street Journal report on 
this a week ago. But who knows? Joe and I have enough experience with White House clearance, 
especially in such a chaotic environment that I don't know when it will pop. But I think it's really 
important that the U.S. does finalize its policy. Because the U. S. has to serve as one of the major global 
influencers, I think on AI policy. 

Michael Fitzpatrick: 

You've got questions in AI governance around how to governments regulate, I call it the external 
dimension. How do they regulate the public's use, the commercial use of AI? And then as I mentioned, 
there's an internal question. How does government use AI appropriately? And there, I think there's a 
ladder approach. I think it's helpful to conceptualize it as rungs on a ladder. I think there are going to be 
uses there already are uses of AI that are quite where I think a consensus can be quickly formed that 
these are very much net beneficial. How do we optimize the allocation of resources across government 
operations? How do we optimize government operations? How can government do more for the people 
on increasingly limited resources? How can it be more efficacious in its delivery of services? 

Michael Fitzpatrick: 

But as you ascend the ladder, you start to get into the possibility of AI being used in a decision-making 
process. You could imagine maybe less worrisome, but not non-worrisome forms of this. Huge amounts 
of fairly proforma zoning application decisions. That you could see AI applications, allowing 
governments to make much more quickly and efficiently with rights of human appeal. They don't really 
go to core fundamental liberties and benefits. But what about the allocation of substantial and material 
government benefits to people, qualification for those? Or even adjudication of decisions that have a 
major monetary impact on people or even implicate their freedom. 



 

 

Michael Fitzpatrick: 

It's those levels, especially where I think there will need to be a good deal of very careful thinking. I don't 
even think the tools are really available at scale now, but I'm confident that they will start to be in the 
next years. And that will require careful thought. Back to the global environment. What are also seeing 
globally are multilateral efforts for countries to come together and think through principles. But 
principles that are a little more binding or influential in terms of driving national policy. And to pool 
resources around research and development and developing empiricism around thorny questions in AI. 

Michael Fitzpatrick: 

So here, you see the OECD being a major, major player in this space. And I think appropriately so. You 
see a new initiative called the Global Partnership on AI, which sprang initially from efforts by Canada and 
France and the G7. Now joined by the U. S., the rest of the G7 and countries like Australia and New 
Zealand and Japan and I think Singapore. So it's really gaining G7 plus. That is loosely affiliated with the 
OECD, but it's important for development. UNESCO is getting into the game at the UN. And then you see 
efforts spawning from the G7 and G20. All good. 

Michael Fitzpatrick: 

I think I worry sometimes about a lack of coordination. There's an awful lot of also round tabling and 
seminaring. Here I am at Harvard Kennedy School talking about this, but this is different. But you see 
coming out of Brookings and Bipartisan Policy Center and the Atlantic Council and the U.S. Chamber of 
Commerce, and then we can go global in those types of organizations. There's lots of initiatives that are 
again, going to try to inform the policy process. 

Michael Fitzpatrick: 

My concern sometimes is are these sufficiently coordinated? Are they unique or are we all just 
duplicating efforts in a lot of ways? And then the last thing I'll say before I turn to what I think are some 
of the principles of good AI regulatory policy is standard setting organizations like ISO and IEEE and 
MLPerf for machine learning performance. These are important to develop standards that are 
technically based around AI. I'm a big fan of standard settings in general. I'm a big fan of standard 
settings and forming smart regulatory policy. Because I think you're crowdsourcing expertise and 
perspectives. You're bringing in multiple stakeholders into the process. You tend to drive from an 
empirical foundation. 

Michael Fitzpatrick: 

And I think you tend to work from the center out anytime you have a heterogeneous group of people 
coming together to try to set a standard. And I favor center-out solutions to a lot of things. I think 
they're more durable and they're more practical. So let me finish by turning to what I think are some of 
the key principles or approaches to making smart regulation in the AI space. And let me start by saying, 
one piece of good news is, and by the way, I haven't talked about the U.S. and EU approaches. So Joe 
put that on as a question. 

Joseph Aldy: 

We'll get around it. And I don't want to do that myself right now. 

Michael Fitzpatrick: 



 

 

But I think a shared space, you always want to start with shared spaces. A shared space for government, 
for citizens, and for technologists, including technology companies is trust. And I mean this seriously, it 
can sound glib, but I actually mean this quite seriously. Each of those groups has a real interest in 
ensuring that AI is trusted. We want it to scale productively and beneficially for society. And that's a 
shared goal. We can't commercialize AI and scale it unless people trust using the products and unless 
government trusts us enough to do it, that they're not going to come in and shut it down. So let's start. 
This goes to that opportunity about starting this conversation together early. I think we build trust 
together. 

Michael Fitzpatrick: 

Our CEO, Sundar Pichai said earlier this year when we were really in neck-deep in the EU process that AI 
is too important not to regulate. And that is true. AI is too important for there not to be regulation built 
around it. The question as is always the question is the, when, where, how? How do you do it? When do 
you do it? Where do you do it? And with that, let me get into answering some of those questions from 
at least my perspective. And this is actually a useful moment to state what I hope is a standard 
disclaimer. Everything on this recorded Zoom session, are my views and my views alone and not those of 
my employer. 

Michael Fitzpatrick: 

But back to the previously scheduled programming. I think the most important first principle is that the 
regulatory framework focused on applications and outcomes derives from a careful definition of AI. AI 
can be expanded wildly, broadly, and it can compass huge amounts of software that we've had around 
for a long time. And that really is already accommodated in both our regulatory system in our lives. But I 
think what we're really all worried about more than anything is machine learning-based, future-oriented 
AI technology. That's really going to get into the business of making predictions or decisional 
recommendations, et cetera. 

Michael Fitzpatrick: 

So carefully define AI and really focus on applications and outcomes. There are innumerable applications 
for AI and they're all very different. And I think they resist simplistic one-size-fits-all solutions. You're in 
healthcare. It's going to be different than if you're an energy than if you're in transportation than if 
you're in financial services. And even within those, there are wildly different applications that have 
different risk levels. So it really is in my view, an area that requires some real nuance and respect for 
heterogeneity. 

Michael Fitzpatrick: 

Which leads me to my next point, which is in the first instance, I think you should bias towards relying 
on existing regulatory frameworks and existing sectoral regulators. Already we have a pretty extensive 
set of regulatory laws and approaches and really good regulators in countries that are able to take the AI 
component of some new technology or activity and regulate it as part of regulating the whole. You'll see 
this in automated transportation, for instance, where I think NHTSA is well positioned to handle that in 
the U.S.. Or commercial drone activity, especially beyond visual line of sight activity. I think FAA until 
disproven is a perfect regulator to try to handle that in the first instance. At the FDA, they've done a 
terrific job so far of trying to deal with AI in the context of healthcare applications and medical devices. 

Michael Fitzpatrick: 



 

 

So in my view, until proven otherwise, lean on existing regulatory frameworks and regulators. Take a 
proportionate risk-based approach. This is meat and potatoes kind of good regulatory policy. But I think 
it's super important in the AI space where there's a lot of smoke and worry and Sturm und Drang around 
AI and killer robots. And it's going to take over the world. We're not there. I don't know if we'll ever be 
there, but let's just keep our feet firmly rooted on the ground. And understand that there are a wide 
range of AI applications that involve a wide range of risk factors. And let's make sure that the regulatory 
solutions are proportionate and based on a real assessment of risk that involves probability and severity 
and scale, not just one of those. And that we carefully consider a couple quick questions or issues. 

Michael Fitzpatrick: 

One, the highest risk application may also be the highest value application to society. So let's be real 
about that. Second is let's look at the opportunity costs, the substitution risks of not using AI. The 
baseline should be the human-based activity, for instance. And there's a real opportunity cost in many 
circumstances of not using AI. I'll do one quick example. If you're going to use commercial drones to 
inspect critical infrastructure like wind turbines or refineries or pipelines or electricity transmission 
networks. There will be some risk that a drone will malfunction, will come to the ground, and could hit 
someone. 

Michael Fitzpatrick: 

So that's the case. Then let's analyze that. And let's not just look at the severity of the harm, should that 
happened, but let's look at the probabilities. But then let's also step back and say, "But wait a minute, 
what is that drone activity substituting for?" It's probably substituting for a guy or maybe a woman in a 
hard hat climbing a 300-foot wind tower to inspect it. Or to climb all over a refinery which is full of 
incredibly hot, highly explosive machinery or working along high voltage wires. And people die in these 
roles. But one of the most dangerous places on earth is the Permian Basin, where oil and gas workers 
zoom around in unlit dirt roads, inspecting oil and gas pads. And they die at a shocking rate. If you can 
do that with drones, you're saving lives. 

Michael Fitzpatrick: 

So let's make sure that when we assess the risk and the benefits of that drone use, we're not just 
looking at it cabined in the specific use of that drone in that moment. Let's look at the risk substitution 
and what it's replacing in terms of human based activity. I've just got three more Joe so don't worry, we 
have plenty of time. 

Michael Fitzpatrick: 

Acknowledged trade-offs and I'm going to get a piece of paper because I want to make sure I hit some of 
these. But these are really important because this is where designing regulatory policy gets fun and 
hard. So there's always trade-offs in designing regulatory policy. If you use less identifying data to 
protect privacy, you can get unintended consequences, like outcomes that are biased against 
underrepresented populations. That's a trade-off. It's a legitimate discussion. I'm not coming down on 
which side it tips. But let's acknowledge that oftentimes to de-identify data to protect against certain 
equities like privacy, you may end up with bias or discrimination. If you restrict data sets to those that 
have been approved by a particular jurisdiction, one worry in the EU approach to AI. Are you in fact, 
limiting the data sets such that you are reducing geographical and cultural diversity in the resulting AI 
applications? Which can lead to questions around efficacy, but also questions around discrimination and 
bias. 



 

 

Michael Fitzpatrick: 

If you make algorithms super explainable, are you making them super simple and again, less efficacious? 
So let's understand that there's a trade-off there. And if you require human intervention, which I have 
nothing against in the general. Are you actually improving safety or fairness? Or are you injecting less 
safety or fairness into the system? Let's acknowledge that human beings fail and we are profoundly 
prejudiced in many ways and we often operate in a black box because no one knows our motivations. So 
let's be real about the question of how much human intervention is appropriate for a particular 
circumstance. And what the costs and benefits are of that human intervention. 

Michael Fitzpatrick: 

And then the final area is just relying on building international standards, which I've already spoken to. 
So I'll move past it. But also promoting interoperability in AI approaches, regulatory frameworks. And 
interoperability is a really valuable goal, I think. Because not only is data sharing something that really 
leads to more robust data sets, that leads to more efficacious AI applications. But cross-border research 
can pool resources and share values. And interoperability can lead to a better ability for the world to use 
AI solutions to attack broad scale global problems, like climate change, like a pandemic. 

Michael Fitzpatrick: 

So let's work towards as much as possible a global consensus or at least a global consensus built on 
democratic national values. Which is one of the big geopolitical questions in AI policy that we'll get to. 
So that we can be most successful in using these tools. So the two things that I haven't dealt with off the 
top of my head, Joe, which are a little bit related, are the U. S. and the EU approaches. And also the 
geopolitical question about democratic nations versus authoritarian nations in terms of battling over AI 
policy. But I'm going to throw it back to you to curate the discussion. 

Joseph Aldy: 

Great. Thank you, Michael. That was fantastic. I see we already have a number of questions in the Q&A 
box. I would like to remind everybody that if you have a question for Michael based on his presentation. 
Or if you have a question for Michael because he didn't address something that you would like him to 
address in this AI regulatory context. Please click on the Q&A button at the bottom of your Zoom screen 
and type in your question. And we will try to get to those. 

Joseph Aldy: 

I want to first go to this issue about the EU and the EU approach. And it's interesting that you mentioned 
early on in your remarks about how the EU is using a precautionary approach. Now, the EU has used 
other regulatory context its so-called precautionary principle. I'd be curious to get your sense of what 
does it mean to be precautionary in the AI space? How does the EU operationalize that and then use 
that then to segue to how we think about the EU or the U. S. and what they may be doing going forward 
on AI and its regulation? 

Michael Fitzpatrick: 

Sure. So first of all, reminding myself and all of us that I'm speaking for myself. We are obviously heavily 
engaged in a very constructive way in providing input and comment into the EU policy-making as well as 
the U.S. policy-making. And virtually everyone I mentioned around the world. Let me nuance that point 
to say, there are precautionary qualities to the early proposals in the EU. Whereas I think in the U.S., 
they're taking a traditionally more ex-post risks demonstration approach. Let me step back if I could, and 



 

 

just briefly summarize where I think these two models are going. And let me start by saying these two 
models share a lot more in common than they don't. Especially when compared to say a Chinese or 
other authoritarian model of AI use and AI regulation, what would and wouldn't be allowed. And that's a 
critical point when we get to the geopolitical questions here. 

Michael Fitzpatrick: 

The U.S. approach, and you can read it again in this OMB memo. I don't think it's going to change that 
much. Their comments were generally very supportive from industry and indifferent to mildly 
supportive even from the NGO community. So I think they did a really good job coming out of the gate. 
And it's very much at a 1.0 version, which I favor. Let's iterate into this rather than jumping to the, I used 
this term before, but the more Baroque framework. Because we want to see how these technologies 
develop and where the externalities really are and what the benefits really are. 

Michael Fitzpatrick: 

And the U.S. approach is very much risk-based, very proportional, very application specific, very much 
not one-size-fits-all. And very much let's rely on existing regulators and regulatory frameworks to 
address these questions. It's a soft, horizontal approach in the sense that they're telling all of the 
agencies that these are key considerations and there's the CBA risk assessment process that they need 
to go through. And they're going to be watched by the White House and all of that. But it is very much of 
a soft, horizontal approach. 

Michael Fitzpatrick: 

The Europeans took a little different approach. And look, this is cultural. Europe regulates itself the way 
it wants to regulate itself appropriately. Brussels role is a pretty horizontal role. It's like, that's why the 
EU is there is to do horizontal stuff. That's its purpose. And I think there are arguments that are good 
ones that in a sovereign entity that has 27, I guess, 27, 28 national bodies, that you need some kind of 
holistic approach to this lest you have a really Balkanize patchwork approach. 

Michael Fitzpatrick: 

So what the EU approach says is we are going to be risk-based and it appears a lot of this is unresolved. 
So this could go a lot of different directions, good and bad from my perspective. But it seems that they 
are moving towards one that's going to focus mostly on high-risk applications, real questions about how 
high-risk is defined. It can be narrowly or broadly defined. 

Michael Fitzpatrick: 

And they are going to, it seems, set certain requirements around explainability and security and fairness 
and bias and transparency and accountability. That would apply across the board to AI technologies that 
fall within a defined space of high risk. And that would be enforced through conformity assessment 
mechanisms, which are ex-ante. You can't enter the market unless you have reach conformity 
assessment around these horizontal requirements for your AI application. And then of course there'll be 
ex-post market surveillance enforcement as well. 

Michael Fitzpatrick: 

I think that's the rub. So as I look at this on four dimensions. Do they define AI appropriately, narrowly? 
Meaning you don't want to capture all software that does something analytical using rules and data 
that's input into it. We've been doing that for a long time, back to computer cards. Is it really the stuff 



 

 

we're trying to go after because we're worried about it? Second high-risk, is it appropriately defined and 
cabined to really hit the stuff that's high risk? 

Michael Fitzpatrick: 

Third... Oh. And by the way on that, the current proposal is to have a series of sectors that would be 
defined as embodying high-risk approaches. And then there's an actual test within that sector about 
whether a particular AI application in fact, is high-risk. And it's built around questions of physical or 
material harm, financial harm, harm to civil liberties. But also includes a worrisome phrase, immaterial 
harms, which could cover lots of things, including value-based things. And I have nothing against value-
based things, but if you're going to regulate AI based on value-based criteria, it could get really sticky 
very fast. 

Michael Fitzpatrick: 

Now, what does that mean when you fall within that definitional framework? It means that you may 
have to achieve conformity assessment around a series of these requirements for your application. How 
each of those requirements is defined, more or less narrowly is going to be a big deal. And how one gets 
through conformity assessment and who's going to do it and who has the resources and expertise to do 
it is really important. And my hope is that they design a very balanced approach, understanding that AI 
is super important for Europe. It's not only important for citizens because there are big social and 
economic benefits to be gained. But also it's really important for European businesses who are using AI 
to compete globally. And I think it's an important area of development, especially in the B2B space 
where a lot of European companies feel like they still have a lot of room to compete globally. I think 
they've almost acknowledged that they've given up on the B2C space a little bit. 

Michael Fitzpatrick: 

So who's going to do this? What you worry about is that you are really inhibiting the scaling and 
penetration and use of AI in Europe. Because I don't think that's to Europe's benefit. And I think there 
will be various companies that if the requirements are to onerous, they may not enter the European 
market. They may not be permitted in the European market. And that is I think, a little worrisome. If it's 
too stringent as well, I worry that it also exacerbates a protectionist trend we see in the U. S. over the 
last three or four years and with China, and now in Europe. Where everybody's defined, like ring fencing 
their worlds and their approaches. 

Michael Fitzpatrick: 

Last point... By the way, the approach that I favor more as a version 1.0, and I think my employer does 
too, not surprisingly. Is one where we would consider a very transparent self-regulatory approach at the 
front end. Meaning we would self-identify high-risk and we would do a self-certification to a set of 
principles. So we would do our own conformity assessment. It would be publicly available, reported to 
the government. And then what you do is you attack the issue when there are externalities that are 
revealed. When you have ex-post demonstration of harm, you go back, you enforce you look at that 
conformity assessment, you audit it, and you figure out what happened. 

Michael Fitzpatrick: 

That to me, I think promotes more innovation and grabs more benefits for Europe while still protecting 
the public adequately. And they can always iterate and do a more prescriptive approach in the future. 
Last point, which is really important. The other issue that's arisen in this debate is one that's now maybe 



 

 

drifting into its own parallel policy-making. But it involves legal liability questions around AI and whether 
or not AI is going to fall within various strict liability regimes. They're revising and revisiting their product 
liability directive and their product safety directive and may issue free standing rules on liability. 

Michael Fitzpatrick: 

And two big questions are one, do they include software and AI as covered areas within the product 
liability directive? Which would be a huge and momentous expansion of strict liability. And I think would 
be very, very damaging to European businesses, especially SMEs. And how do they define a high-risk AI 
in that context? More recent discussions of this have seemed to be more moderated and really trying to 
focus on clearly high-risk AI. But this is a very, very important question around liability with AI. Back to 
you, Joe. 

Joseph Aldy: 

Thank you, Michael. We have more than a dozen questions, so I'm going to go through a few. I'm going 
to go through- 

Michael Fitzpatrick: 

I'll try to keep answers tight. 

Joseph Aldy: 

So the first one I want to go to is about a point that you raised, which are the trade-offs, if we, for 
privacy purposes decide to limit the data we use. But that may cause us to deliver results through AI 
algorithms that may have some bias or discrimination. So the question that's asked is what can we do to 
ensure that the data, our AI models are trained on span the profiles of people from around the world 
and across different cultures? 

Michael Fitzpatrick: 

That's a fantastic question and there's no easy answer to that. Let's just say, first of all, there's a couple 
of complications here. And I'm going to warn you all, and Joe knows all about this because he was not 
always a professor. I can quickly find myself sounding like I know more than I do. So I'm not going to 
bullshit you on that. So I'm going to go as far as I'm comfortable going and then I'm going to stop 
because some of this gets incredibly complicated and technical. And frankly, that's one of the huge 
challenges that policymakers have. Is that even sometimes pretty experienced regulatory advocates for 
businesses can only go so far in explaining what happens in there. 

Michael Fitzpatrick: 

But let me attack this a couple of ways. One, I think at the end of the day, working backwards, the real 
key to protecting both privacy and against discrimination bias and for fairness. Which are all in a way 
slightly different concepts is measuring the output against a baseline of performance. So to me, the real 
question is, are we auditing satisfactorily? What's coming out of the algorithm? And is it meeting our 
standards of fairness? Our standards of performance. And if it's not, we go back in and we figure out 
what is going on. Because a lot of the questions about how to deal with this on the front ends are very 
complicated. 

Michael Fitzpatrick: 



 

 

So I would say that first of all, there are under the GDPR already protections for data, at least in the 
European context. I would say second, what you want to do is pool, and this really cuts against hardcore 
localization requirements. But you want to have the ability to pool more global data in order to create 
more robust data sets in that initial set of training data. And then even the operational data that the 
algorithm's churning through when it's doing its business. 

Michael Fitzpatrick: 

I think you want to promote government release in a sanitized way of data sets that governments are in 
control of. And Joe and I were involved in a lot of open government stuff at the beginning of the Obama 
Administration. And I think it really to great effect, just the release of huge amounts of government data 
spawned an immense amount of innovation and app building. And it was all done in a way that 
protected privacy. The algorithm itself can actually adjust for bias. So let's remember that. 

Michael Fitzpatrick: 

One of the benefits of algorithmic design and objective setting is if you're dealing with an AI application 
that's going to be used in recruiting context. Or recruiting and hiring, or a human assessment or even 
adjudication. You can actually very consciously go in and say, "We're going to try to correct for bias that 
we anticipate or even to perfect against bias that we acknowledge exists in human based system." 
Because we know discrimination occurs in the human-based recruiting and hiring system. Maybe in a 
more idealistic view, the AI application can actually work against that. And the algorithms themselves 
can adjust in all kinds of ways for bias in incomplete data sets. 

Michael Fitzpatrick: 

Now, I am by no means going to finish this discussion by not acknowledging that there are plenty of 
examples of where AI applications go off the rails, where it's clearly embedded bias. And this needs to 
be attended to very, very carefully and watched. But I do believe that rather than trying to look under 
the hood or into the black box of the algorithm. I think there should be some useful explainability and 
transparency that you really want to try to focus your efforts on the backend outputs. 

Michael Fitzpatrick: 

Let me finish with one point, which is just a caution on what I think is very well-intentioned European 
approach to try to imply. And there's one conception of where Europe's growing, which implies that 
you're only going to be able to use data sets to train algorithms in the EU that are based off of GDPR 
compliant data sets. Which probably means mostly European data sets. We know enough about Europe 
to know that Europe's population and its environment is really different than Africa's and Latin 
America's and Asia's, and even the United States. And I don't know whether, if we're worried about bias 
and discrimination, that that approach is super awesome. As Northern Europe's bought data sets, flood 
into the system and create unrepresentative versions of the world and the truth. So again, it's a 
complexity that we all need to do with. Joe, I failed on the tight answer, but that was a hard question. 

Joseph Aldy: 

Okay. Well, I'm going to give you another hard question. We'll see if you're going to have a shorter 
answer to this one. This is from my colleague, John Haigh, because it's relevant to what you just said 
about GDPR. He made three observations. So I'll repeat these observations as preface for his question. 
One, in general, the rate of technology regulation cannot keep pace with the rate of change in 
technology. Two, whoever sets the initial regulatory approach can define the global regulatory 



 

 

structure. Because tech companies don't want to have a disparate approach across multiple countries. 
And he gives the example of GDPR. 

Joseph Aldy: 

And three, once regulations get set, evolving them becomes difficult and we get locked into a system 
and a potentially narrow path going forward. So his question based off those is, how do we reconcile 
these three points in a way that allows us to take advantage of the many benefits of AI, while continuing 
innovation while managing and addressing the risk? 

Michael Fitzpatrick: 

Great question. Man, I agree with all three of those points heartily. Okay. Two thoughts. First, this is why 
I focus so much on this idea of being comfortable iterating into a regulatory approach in the AI space. 
And not feeling like we have to figure it all out in the first tranche and to be prescriptive because I don't 
think we can. I think very soon AI technology development will have outpaced that. We'll actually realize 
that there are all these benefits we didn't realize. And they're actually these different externalities that 
we thought. Other externalities that we worried about have been self-corrected by the system. Because 
we have an interest in solving externalities just as a business proposition. It's bad business to do stuff 
that people are really pissed off about and create all kinds of social unrest and social harm. 

Michael Fitzpatrick: 

So I really feel like AI especially, is an area for... Light touch is such a pejorative term in so many people's 
minds, but like an iterative process. That maintains flexibility and adaptability and nimbleness in the 
regulatory approach. I think there are huge opportunities for self and co-regulatory frameworks 
between technologies and government listening to civil society. For there to be lots of transparency, lots 
of auditability, lots of principles based technology development, and then clear enforcement authority 
in the ex-post world. That to me feels like the right general approach for version 1.0. 

Michael Fitzpatrick: 

Okay, that's point one. Point two is, this is why I think it's so important to focus on sectoral or 
application specific approaches rather than one-size-fits-all. Because there is going to be super 
prescriptive regulation in the area of automated transportation and commercial drone activity. And 
there's not a person I think, in the world that disagrees with this. Including the auto industry and the 
commercial drone industry who are begging for performance-based formal regulation in those spaces. 
Because they actually can't scale commercially until they get it. So let's also understand that it's very 
context specific. 

Michael Fitzpatrick: 

And then third, this is where I feel like these partnerships built around trust and expertise between 
technologists, technology companies, and regulators is so important. Because they're never going to 
keep up with the change. We can barely keep up with our own change. And one of the reasons I'm at 
Google is we are radically trying to reorient our own thinking about how we're going to interact with an 
inevitably regulatory future. And how we can thrive in it, well, meeting all the objectives of regulators. 

Michael Fitzpatrick: 

Let's think of a new conception of our relationship with regulators. And that's what I did at GE because 
all we did was get regulated at GE in everything we did. And for all of GE's problems in the last four 



 

 

years, it really didn't have anything to do with regulation. Regulation was usually better than worse in 
my experience there for GE. So we've got to create this partnerships of trust. 

Michael Fitzpatrick: 

Now, one last point on AI versus GDPR and this global race to set the standard. Europe, I think they 
almost acknowledge explicitly that one of their big new exports is regulation. They love this idea of, 
we're going to design a regulatory framework and we're going to export it. And they did it pretty 
successfully with GDPR. And I think tech companies and others in the U. S. have been pretty vocal that 
they would love a nationwide privacy framework developed by Congress and legislation that probably 
derives from GDPR. There's a lot of value to that on everybody's part. So bully for that project. 

Michael Fitzpatrick: 

AI, I think, is different and here's why. One, I don't necessarily think that the EU approach is actually 
going to be the best one globally, although it beats the heck out of an authoritarian approach. And that's 
why the U. S. and the EU have to maintain those connections and understandings that they share more 
ground than they don't. But AI to me is different than privacy or content moderation. Those are very 
normative areas of policy that are based on social values that Europe has, or that the U.S. has, or that 
Brazil has, or that Japan has. And they are important to ordering one's own society and how we interact 
with each other. And what are the norms and values that we think are important? 

Michael Fitzpatrick: 

AI is different. AI has a piece of that to be sure. But AI is also about raw economic power, raw national 
security power, raw military power. AI is a tool. It's an actual thing. It's embodied in technologies. And 
it's an approach to technology that can give countries big economic benefits, big national security 
protections, and enhanced military power. And for that reason, I sense that countries are being more 
cautious and real politic about their approach to AI. Because you have these raw geopolitical national 
interest aspects to regulating AI that you might not have in the area of privacy or content moderation. 
Back to you, Joe. 

Joseph Aldy: 

Let me ask one more AI question, and then I'm going to close our session to pivot a little bit. And ask for 
your thoughts about the future of federal regulatory policy since there might be a change of pace in this 
and how the federal government approaches regulation. But this question from another one of our 
attendees gets to the issue of the transition from regulation 1.0 to... I don't know if was 1.1 or 2.0, or 
what have you. 

Michael Fitzpatrick: 

It's 2.0. 

Joseph Aldy: 

2.0. So you've mentioned relying on existing regulatory frameworks and regulators for AI policy and 
regulation quote, until proven otherwise. Can you talk a little bit about what the proof of otherwise 
might look like and what then and where do we go from there? 

Michael Fitzpatrick: 



 

 

Sure. So let's first acknowledge that all existing regulatory frameworks are not going to be fit for 
purpose necessarily for AI. Or may not be sufficiently fit for purpose. You can muddle through, but they 
could be better. So even there, there's probably room for the respective legislative bodies who oversee 
that particular part of regulation to try to update it and modernize it. So that it can better encompass 
some of the unique issues that go along with AI. Second, we need to ensure that regulators have 
sufficient resources and expertise to do this. And that probably is a national commitment, in my view. 
You've got to give regulators the expertise and the resources and the tools they need to do this right. So 
you have to have a commitment to good governance. 

Michael Fitzpatrick: 

And there will be areas where I think there are clearly going to be gaps where I think it's appropriate to 
fill the gap with new legislative authority that empowers regulators to regulate in that space. I think my 
general caution though, is just to impose across the board horizontal, hard requirements that are 
enforced, especially in a hard ex-ante regime. Because I just think that cuts against the nuance and the 
heterogeneity and the complexity and the dynamism of what you're really going to face as regulators. 

Michael Fitzpatrick: 

Now, how does it fail? It fails because it becomes apparent and then the operation that there needs to 
be more regulation. Look, we do this in the U.S. all the time. We don't regulate everything just because 
there could be a risk of harm. We regulate in areas where there's a demonstrable risk of harm. And our 
society is pretty safe and pretty successful. And it's a hell of a lot more so than it was when I was born in 
1965. And we've done a good job. And we've, I think struck the balance pretty well between economic 
growth and public safety. That's how you do it here. 

Michael Fitzpatrick: 

If the rollout of automated vehicles or automated freight trucks is safe, but there's a sense that there's a 
little too many safety incidents, then you revisit the standard. That's the same thing you do in almost 
any other technology. And I just think sometimes we look at AI too exotically as this strange creature 
when it's not. First of all, you could argue, we've had versions of AI that go back to the 1950s that we've 
lived with in our society. Every day, we pick this up and use AI all the time in ways that we don't think 
twice about. 

Michael Fitzpatrick: 

And let's address AI in a very realistic, pragmatic way on its own terms and not over-exoticize it as 
something new that regulators can't do it. And in that sense, I feel like you deal with it the same way 
you deal with a new engine technology for an aircraft. Or some new operational software for freight rail 
that's going to optimize freight rail by auto piloting the freight train to reduce emissions by reducing 
diesel fuel usage. Well, if that creates safety questions, then you go in and you attack them just like you 
would with AI based system. 

Joseph Aldy: 

So final question here, we just have a few minutes left. Michael served 12 years ago as the Deputy for 
the Executive Office of the President Agency Transition Team as a part of President Barrack Obama's 
transition effort in November, 2008 through January of 2009. So we are about to go into a transition 
period either because something happens that's not quite consistent with how we think things are 



 

 

going, which would be for a re-elect of Trump. But it seems... I'm try not to be Nate Silver here, or Nate 
Cohen or any other Nate. Might be a president-elect Biden. 

Joseph Aldy: 

But it'd be useful I think given the attendees have a lot of interest in regulatory policy to hear your take 
about what would a transition team do thinking about regulatory policy right now, if we are in that 
president-elect Biden context. Based off of your experience from a dozen years ago, and how that 
transitions to the first few months of governing with new regulatory policies. 

Michael Fitzpatrick: 

Happy to do it. And by the way I'm not a hard stop at noon. Obviously people will drop off. Joe, if you 
want to go a few minutes after, I'm able to do it. It's distracting me from what you just talked about. 

Joseph Aldy: 

Well, let's go for about three or four more minutes because we will lose people as they go to class and- 

Michael Fitzpatrick: 

Let's just do the Trump answer really quickly, because I think with Trump, it's just going to be more of 
the same. Which is going to be hardcore deregulation, although the targets are going to be fewer 
because they've shot a lot of targets already. Footnote, not doing so well in court on the pure deregs of 
Obama rules, but that is going to get sorted out. And then just a lot of not regulating. Which is what I 
think Trump said he was going to do and has successfully done. It's the easiest thing to do as a president, 
it's just don't regulate and that's been successful. Biden is going to be a whole different follow-acts. 
That's going to be a traditional transition, but I think it's going to be supercharged for whole host of 
reasons. And here are the considerations that I think you'll see in a Biden transition, I'm going to talk fast 
in the first 100 days, one year. 

Michael Fitzpatrick: 

So the first thing that they're going to do is they are going to census all of the Trump regulatory activity 
and divide it into action, no action. And they're going to have to keep their eyes on the fact that they 
have limited resources. Both at the agency to do everything, stuff happens slowly in the administrative 
state. And that they have an affirmative agenda that they got to deal with. So you can't spend all your 
time looking back on what the other did, you got to move forward. 

Michael Fitzpatrick: 

They are going to then divide up the the action list between tools to remediate that. So are things able 
to be overturned using the Congressional Review Act? And you can explain to them later about the 
CRAs. But it allows Congress for some period of time, without the filibuster to overturn a rule. 

Michael Fitzpatrick: 

Gosh, if the Republicans keep the Senate, that whole memo that someone might've written and throw it 
right out the door. So that's not going to be an option in most cases. They're going to look at where they 
can seek advances in court on regulations that are still being litigated, haven't gone into effect where 
that's still available. They're going to look to use IFRs to reverse rules that came out as IFRs, interim final 
rules which is a more expeditious process. And this administration's used it aggressively. 



 

 

Michael Fitzpatrick: 

They're going to look to overturn guidance with guidance, which you can do a little more quickly. And 
they're going to eliminate with a flame thrower, a huge amount of executive orders that were issued. 
And then the really hard work starts, the stuff that Joe and I were involved with for two or three. And 
that is how do you do new rule makings to not just make new rules, but to overturn or modify rules that 
the prior administration did? And that's going to be just the slog of going through the administrative 
process and doing it well and right. So that you can survive judicial challenge. And I'm quite confident 
that the administration is going to take that very seriously. And it's going to do that very deliberately. 
But that people have to put their expectation hats on that if you want to overturn the overturning of the 
Clean Power Plan. Or create the replacement for the original Clean Power Plan, or reverse the auto rule 
reversal by notice and comment rulemaking, that is not a snap of the fingers exercise. 

Joseph Aldy: 

Great. Michael, before we wrap up, let me note that we, in the Regulatory Policy Seminar, we'll meet 
again next week, Thursday, November 12th at 12:00 PM. For a presentation on What Did the Data 
Reveal About the Absence of Black Financial Regulators by Chris Brummer an Agnes N. Williams 
Research Professor at Georgetown University Law Center. Michael, I wish we had more time. This has 
been fantastic. 

Joseph Aldy: 

It was clearly a topic that excited our attendees. We had a lot of people coming to the seminar, a lot of 
questions. Unfortunately, I didn't get through all those. I apologize to our attendees for not being able 
to do that. But I hope we can have Michael join us again in the near future, hopefully on campus. But 
with that, let me close by saying, Michael, thank you so much for joining us again. It's great to see you 
and hope we have more certainty in the near future in our lives. Thanks again. 

Michael Fitzpatrick: 

Thanks to everyone who joined. Good luck. 

Joseph Aldy: 

Thanks. Take care. Bye-bye. 

 


